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1. Introduction  

This SDK is designed to provide developers, quants, and data scientists with a fast, pythonic interface to 
interact directly with our market data. Whether you are running complex quantitative research, 
backtesting trading strategies, or building analytical dashboards, the SDK handles the heavy lifting of API 
communication, and data formatting. By integrating this SDK into your workflow, you can easily query, 
filter, and export our high-quality market data. 

Key Features 

●​ Bring Data to Your Environment: This SDK allows you to seamlessly integrate our market data 
directly into your local machine, custom cloud infrastructure, or any other python environment. 

●​ High-Performance Data Retrieval: Built for speed and scale. The SDK handles all the underlying 
API communication, allowing you to extract massive volumes of historical and intraday market 
data quickly and efficiently. 

●​ Flexible Output Options: Work with the data exactly how you need it. Load your queries directly 
into memory as a pandas or polars DataFrame for immediate analysis, or write the results 
straight to disk as CSV, Parquet, or JSON files. 

●​ Built-in Dataset Discovery: Find what you need without leaving your code. Use our built-in 
discovery tools to programmatically explore available datasets, verify constrainable columns, 
and read detailed descriptions on the fly. 

This documentation will guide you through everything you need to get started, including authentication, 
available functions and parameters, and best practices for using the SDK efficiently. 

2. Authentication 
When using the SDK through the BMLL Data Lab, the necessary environment variables are already 
configured, so no additional steps are required to authenticate your requests. However, when using the 
SDK in your own environment, you can authenticate your requests using the methods below. 

2.1 Keys 
 
You will need to have registered at https://data.bmlltech.com and generated an ssh key pair (or uploaded 
your own public key). We will use this ssh key-pair to authenticate against the BMLL API. 
 
You should save both the public key and private key files in the same directory. 
 
The private key file should not have a file extension. 
The public key file should have a .pub extension. 
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2.2 Login 
 
You can configure the following environment variables (typically in your .bashrc (Linux) or System 
Properties (Windows)): 
 
BMLL_KEY_PATH: api private key path. 
BMLL_KEY_PASSPHASE: (optional) the passphrase for the key if it exists. 
BMLL_USERNAME: (optional) api username, will attempt to read this from the public key comment 
unless provided. 
 
Alternatively you can call: 
 

bmll.login(username, key_path, passphrase) 

 

3. Dataset Discovery 
Use the dataset discovery function to programmatically explore the breadth of market data available 
through the SDK. It provides a quick and easy way to list available datasets, inspect their specific 
columns, and review detailed descriptions before running your queries. You can also discover which 
columns are available to filter on for each dataset, including any mandatory filters.  
 

bmll.data.datasets( 
 dataset: str | Sequence[str] | None = None, 
 describe: bool = False, 
 descriptions: bool = True, 
 outputCase: Literal["pascal","snake"] = "pascal" 
) 
 

 
 

Parameter Type Default Description 

dataset str | Sequence[str] None Specifies which product information to return.  

describe bool False Determines the level of detail in the output. 
When False, returns a summary view with one 
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Parameter Type Default Description 

row per dataset. When True, returns a detailed 
view showing all available columns within each 

dataset, with one row per column. 

descriptions bool True 

Controls whether descriptive text is included in 
the output. Because descriptions can be lengthy, 

you can set this to False to omit them from 
both the summary dataset view and the 

detailed column descriptions. 

outputCase str 'pascal' 

Determines the naming convention for the 
output columns. 

 
Accepted values: 'pascal' (PascalCase) or 'snake' 

(snake_case). 

 

4. Data Queries 
The data extraction function is the core engine for retrieving market data. Use it to specify your desired 
dataset, apply precise date and time boundaries, and output the results directly into your preferred 
DataFrame format or local file. 
 
 

bmll.data.query( 
 dataset: str, 
 startDate: str | date, 
 endDate: str | date, 
 startTimesatmp: str | datetime | None = None, 
 endTimesatmp: str | datetime | None = None, 
 timestampField: str | None = None, 
 columns: Sequence[str] | None = None, 
 outputFormat: Literal['pandas','polars','csv','parquet','json'] = 
'pandas', 
 outputPath: str | None = None, 
 outputCase: Literal["pascal","snake"] = "pascal" 
 lazyLoad: bool = False, 
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 **kwargs 
) 
 

 
 

Parameter Type Default Description 

dataset str - The specific dataset to query. 

startDate str | datetime.date - 

The first day to return data from (inclusive). 
Accepts a Python datetime.date object or 

an ISO-formatted date string (e.g., 
'YYYY-MM-DD'). 

endDate str | datetime.date - 
The last day to return data from (inclusive). 
Accepts a Python datetime.date object or 

an ISO-formatted date string. 

startTimestamp str | 
datetime.datetime None 

The first timestamp to return data from 
(inclusive). Accepts a Python 

datetime.datetime object or an 
ISO-formatted datetime string (e.g., 

'YYYY-MM-DDThh:mm:ss'). 

endTimestamp str | 
datetime.datetime None 

The last timestamp to return data from 
(inclusive). Accepts a Python 

datetime.datetime object or an 
ISO-formatted datetime string (e.g., 

'YYYY-MM-DDThh:mm:ss'). 

timestampField str None 

The specific column to use when filtering 
by timestamp. If omitted, it defaults to the 

native datetime column for the chosen 
dataset (e.g., trade_timestamp for trades). 
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Parameter Type Default Description 

columns Sequence[str] None 

A list of specific columns to include in the 
results. Must be a subset of the available 

columns for the requested dataset. If 
omitted, all available columns are returned. 

dfEngine str 'pandas' 

The desired dataframe format for the 
output. 

 
Accepted values: 'pandas', 'polars' 

outputPath str None 

The destination directory for file outputs. If 
omitted, files are saved to the current 

working directory. File type will be inferred 
from the path. Accepted formats are CSV, 

Parquet, and JSON. 

outputCase str 'pascal' 

Determines the naming convention for the 
output columns. 

 
Accepted values: 'pascal' (PascalCase) or 

'snake' (snake_case). 

lazyLoad bool False 

When set to True, results are returned as a 
lazy-loaded DataFrame (where supported, 
such as with Polars). Ignored if the chosen 

output format does not support lazy 
loading. 

**kwargs kwargs - 

Additional dataset-specific filters. Each 
dataset has a unique set of constrainable 

columns (some may be mandatory). 
Unsupported arguments are safely ignored. 

 

Dataset-Specific Filters (kwargs) 
 
You can pass additional keyword arguments (kwargs) in PascalCase or snake_case to further filter your 
query based on the specific dataset you are accessing. Each dataset features a unique set of 
constrainable columns, some of which may be mandatory depending on the endpoint. Any additional 
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keyword arguments you provide that do not match an available constrainable column for the selected 
dataset will be safely ignored. You can discover which arguments are available for each dataset by using 
the dataset discovery function. 

5. Best Practices 

To help you get the maximum performance and reliability out of the SDK, we have compiled a set of 
recommended best practices. Following these guidelines will ensure your data pipelines remain fast, 
efficient, and well-optimized for your environment. 

1. Favor Single, Large Queries Over Multiple Small Ones When retrieving data over an extended time 
horizon, it is significantly more efficient to execute a single, broad query rather than running a loop of 
smaller, chunked requests (such as querying day-by-day). The SDK is specifically optimized to handle 
large volumes of data. By submitting one comprehensive request, you minimize the latency overhead 
associated with establishing multiple network connections and allow the SDK to maximize overall data 
throughput. 
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